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2 K. BARKER ET AL� Flexibility and ease of use: We wanted to ensure that the library was useful for paralleladaptive and irregular numeri
al appli
ations.� Portability: We wanted to make DMCS as portable as possible to a wide variety of
ommuni
ation substrates.Existing 
ommuni
ation systems tend to fall into one of two broad 
amps regarding theseissues: those that are geared towards high performan
e at the expense of usability (e.g. Low-level Appli
ation Programming Interfa
e (LAPI) [33℄ [23℄), and those that sa
ri�
e performan
ein favor of easing the burden pla
ed on the appli
ation programmer (eg., MPI [27℄, and softwareDistributed Shared Memory (DSM) systems like Treadmarks [1℄).Both of these 
amps present serious diÆ
ulties to the appli
ation developer who demandsmaximal performan
e and a high degree of maintainability, but who does not possess the timeor the desire to master the intri
a
ies of 
omplex 
ommuni
ation systems. For example, MPIaddresses portability and ease-of-use issues su

essfully by providing an attra
tive interfa
efor the parallel programmer, but it is not intended to be a target for runtime support systemssoftware needed by 
ompilers and problem solving environments sin
e these systems requirea very eÆ
ient (and perhaps inevitably, less friendly) 
ommuni
ation substrate like LAPI.Also, MPI does not supports a 
exible RPC 
ommuni
ation paradigm whi
h simpli�es thedevelopment of runtime systems for dynami
 and unstru
tured appli
ations. Finally, MPIdoes not address the issue of dynami
 resour
e management. A new MPI standard known asMPI-2 [26℄ provides some basi
 one-sided fun
tionality. Many MPI distributions [24, 36, 32℄have implemented the bulk of the one-sided 
ommuni
ation spe
i�ed in the MPI-2 standard;however, none of them implements remote method invo
ation, an essential 
onstru
t for writingmany asyn
hronous parallel appli
ations.The DMCS e�ort grew out of a 
onsortium known as POrtable Run-time Systems(PORTS) [30℄. PORTS 
onsisted of resear
h universities, national laboratories, and 
omputervendors interested in advan
ing resear
h for software 
ommuni
ation substrates that providesupport for 
ompilers and advan
ed tools like parallel debuggers for 
urrent and next generationsuper
omputers. Some of the goals of the PORTS group were the de�nition of standardappli
ations programming interfa
es (API's) for (i) one-sided 
ommuni
ation |the MPI-2standard was not yet de�ned, (ii) integration of multi-threading with 
ommuni
ation, (iii)dynami
 resour
e management, and (iv) performan
e measurement.The PORTS group experimented with four di�erent approa
hes and API's for the integrationof 
ommuni
ation with threads [31℄: (i)a thread-to-thread 
ommuni
ation approa
h supportedby CHANT [22℄, (ii) a Remote Servi
e Request 
ommuni
ation paradigm like A
tive Messages,supported by NEXUS [21℄, (iii) hybrid 
ommuni
ation, supported by TULIP [3℄, and (iv)DMCS, whi
h was initially presented in [14℄. Other systems with similar or even broaderobje
tives have been developed [11, 5, 7, 29, 17℄.CHANT implements thread-to-thread 
ommuni
ation on top of portable message passingsoftware layers su
h as p4 [9℄, PVM [4℄, and MPI [27℄. The eÆ
ien
y of this me
hanism depends
riti
ally on the implementation of message polling. There are three 
ommon approa
hesto polling for messages: (i) individual threads poll until all outstanding re
eives have been
ompleted, (ii) the thread s
heduler polls before every 
ontext swit
h on behalf of all threads,Copyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 3and (iii) a dedi
ated thread, 
alled the message thread, polls for all registered re
eives. Forportability, CHANT supports the �rst approa
h.NEXUS de
ouples the spe
i�
ation of the destination of 
ommuni
ation from thespe
i�
ation of the thread of 
ontrol that responds to it. NEXUS supports the Remote Servi
eRequest (RSR) 
ommuni
ation paradigm based on a remote pro
edure 
all me
hanism, likeA
tive Messages [20℄. Messages are handled by message handlers; ea
h message handler is athread registered by the user or by the multi-threaded system, and invoked upon re
eipt ofthe message. The handler possesses a pointer to a user-level bu�er into whi
h the user wishesthe message 
ontents to be pla
ed. Handler threads are s
heduled in the same manner as
omputation threads.TULIP's hybrid approa
h is essentially a 
ombination of thread-to-thread and RSR-driven
ommuni
ation paradigm [3℄. In the runtime substrate, TULIP provides basi
 
ommuni
ationvia global pointers and remote servi
e requests. Threads are introdu
ed in the pC++ languagelevel.DMCS attempts to 
ombine eÆ
ien
y, ease-of-use, and portability by using the followingstrategy.1. Performan
e: DMCS is designed to provide one-sided 
ommuni
ation primitives. Theseprimitives exploit the low-laten
y 
onstru
ts of the underlying 
ommuni
ation sub-system and are optimized to handle the spe
ial requirements of adaptive appli
ations.2. Single-threaded implementation: To a
hieve low-laten
y, we de
ided to support a single-threaded 
ommuni
ation paradigm. In [14℄ we presented an implementation thatsupported multi-threading, but for performan
e reasons, DMCS has to perform 
ontext-swit
hing whi
h is a operating system dependent operation and thus impairs theportability and maintainability of the system. The alternative was to extend DMCS'sAPI to support any thread pa
kage. This approa
h in
reases the laten
y of the DMCSprimitives as we show in Se
tion 5.3. Maintainability and Portability: DMCS is written entirely in ANSI C, and is designed ina modular fashion on top of a lower 
ommuni
ation substrate. This redu
es the amountof 
ode that needs to be ported to new systems sin
e only the lowest layers must beported. Existing implementations on both LAPI and MPI provide examples of portingDMCS to di�erent platforms.4. Flexibility and Ease-of-Use: A simple and intuitive API that interoperates with widelyused systems like MPI makes DMCS easy and useful tool to developers of paralleladaptive appli
ations.We de
ided to address fault-toleran
e only at the appli
ation level and ignoredauthenti
ation be
ause we target MPPs and tightly 
oupled 
luster of workstations wherethe network se
urity is handled by other systems like Cluster CoNTroler [35℄. The ClusterCoNTroller software system, developed at Cornell Theory Center and sold by MPI Softte
h, ismade up of se
ure resour
e management servi
es and a deterministi
 heterogeneous s
hedulingalgorithm. This system allows users to spe
ify the administrator de�ned features that theyrequire on 
ompute nodes for their job.It should be noted that DMCS is not designed to repla
e LAPI, MPI, or any other
ommuni
ation subsystem. DMCS is a thin, mid-level library that serves to isolate theCopyright 
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4 K. BARKER ET ALappli
ation, and therefore the appli
ation developer, from the details of the underlying
ommuni
ation substrate while allowing appli
ations to take advantage of any spe
ializedor high-performan
e 
ommuni
ation features that may be present. DMCS leaves all
ommuni
ation de
isions like multiple 
ommuni
ation proto
ols available on SMP 
lusters upto the underlying messaging system. The goal of DMCS is to provide dynami
 and unstru
turedappli
ations with the single-sided 
ommuni
ation operations that they need while making itas easy as possible to port appli
ations a
ross platforms. We 
urrently have versions of DMCSbuilt using A
tive Messages [20℄ and LAPI [33℄ 
ommuni
ation subsystems on the IBM SPfamily of parallel ma
hines, as well as using MPI [27℄ on 
lusters of workstations.This paper des
ribes the DMCS library and its performan
e. Se
tion 2 des
ribes in broadterms the appli
ations that have driven the development of DMCS. First, we look at a parallelguaranteed-quality mesh generator [16℄, and then at multi-layer parallel runtime systems [2℄.In Se
tion 3, we des
ribe the appli
ation programmer interfa
e (API) and parallel exe
utionmodel of DMCS, and 
ompare it with the exe
ution models of other parallel runtime systems.In Se
tions 4, we look at the ar
hite
ture and the implementation of DMCS. In Se
tion 5,we analyze the overhead that DMCS imposes over the underlying low-level 
ommuni
ationsubsystem. In Se
tion 6, we dis
uss alternative API fun
tions and implementations thatwe 
onsidered and explain why we reje
ted them. Finally, in Se
tion 7 we summarize our
on
lusions and we brie
y des
ribe our plans for the next version of the DMCS system.2. Motivating Appli
ationsThe development of DMCS 
an be best understood by examining some of the appli
ationsin whi
h it is used. In this se
tion, we look at two su
h appli
ations: (i) three-dimensionalAdaptive Mesh Generation, and (ii) a Multi-layer Runtime System (MRTS) designed totolerate large-laten
y events and fa
ilitate large-s
ale, out-of-
ore, adaptive appli
ations. Wedes
ribe why existing 
ommuni
ation software and paradigms are often insuÆ
ient for su
happli
ations, and argue that what is needed is (i) a shared global address spa
e and (ii) givingpro
essors the ability to make remote servi
e requests.2.1. Adaptive Mesh GenerationMesh generation is a basi
 building blo
k for the numeri
al solution of partial di�erentialequations (PDEs). One su

essful approa
h for guaranteed-quality adaptive unstru
tured meshgeneration is Delaunay triangulation [34℄. Delaunay triangulation re�nes unstru
tured meshesby adding new points on demand, thereby modifying an existing triangulation by means ofpurely lo
al operations. The basi
 kernel for Delaunay algorithms is a four-step pro
edure thatis often 
alled the Bowyer-Watson (BW) kernel [8, 37℄. The �rst step, point 
reation, 
reatesa new point by using an appropriate spatial distribution te
hnique. The se
ond step, pointlo
ation, identi�es an element 
ontaining this new point. The third step, 
avity 
omputation,removes existing elements that violate the Delaunay property. Finally, the fourth step, element
reation, builds new triangles or tetrahedra by 
onne
ting the new point with old points su
hthat the resulting triangulation satis�es 
ertain geometri
 properties.Copyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 5
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Figure 1. (a) Distribution of messages with respe
t to message size. (b) Breakdown of the totalexe
ution time of an adaptive parallel Delaunay triangulation using the BW kernel.The parallel implementation of the BW algorithm for three-dimensional domains startswith an initial Delaunay tetrahedralization of a set of points. This tetrahedralization is over-de
omposed into N � P subdomains (or regions), where P is the number of pro
essors.Regions are assigned to pro
essors in a way that maximizes data lo
ality; ea
h pro
essor isresponsible for managing multiple regions. It is the third step in the BW kernel that is thesour
e of unpredi
table 
omputation and 
ommuni
ation. This step requires the following
omputation: given a point p and an element e, sear
h among all elements adja
ent to e andidentify those that violate the Delaunay property. This sear
h is usually done in a breadth-�rst order. The number of elements in a 
avity depends on the lo
ation of the newly insertedpoint, and on the existing elements themselves; furthermore, approximately 20% to 30% of thebreadth-�rst sear
hes tou
h non-lo
al data elements. Syn
hronous 
ommuni
ation deterioratesperforman
e be
ause it for
es the 
omputation to be exe
uted almost sequentially, in phases.Moreover, it is diÆ
ult to use any two-sided 
ommuni
ation proto
ol (
ommuni
ation inwhi
h expli
it re
eives are required) be
ause messages are sent with un
ertain frequen
iesfrom un
ertain sour
es.Asyn
hronous remote pro
edure 
alls and one-sided 
ommuni
ation primitives improveperforman
e and simplify the logi
 of the 
ode be
ause they eliminate the problem of pla
ingre
eives for unexpe
ted data movement (one-sided 
ommuni
ation primitives like put or put opperform a remote write or remote write plus a simple operation like gather or s
atter) on remotememory without the parti
ipation of the appli
ation on the target side. For example, on
e allCopyright 
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6 K. BARKER ET ALelements (if any) from a portion of the breadth-�rst sear
h are found on a remote node, they
an be stored in the memory of the pro
ess or thread that initiated the sear
h, without havingthat pro
ess or thread wait or look for these elements.Work-load imbalan
e is another problem whose solution requires 
exible, one-sided, non-blo
king, and asyn
hronous data movement primitives. Imbalan
e 
an o

ur due to re�nement,remeshing, and setba
ks. Mesh re�nement takes pla
e be
ause of large variability in the errorof the solution. For appli
ations su
h as 
ra
k propagation, remeshing is required to handle
hanges in the topology and geometry of the mesh. Setba
ks in the progress of the algorithm in
ertain regions o

ur be
ause of 
on
urren
y. Spe
i�
ally, some of newly-inserted points haveto be removed be
ause their 
orresponding 
avities (i.e., elements that violate the Delaunayproperty due to a newly-inserted point) interse
t and thus destroyed be
ause the triangulationof interse
ting 
avities will lead to a non-
onforming or non-Delaunay mesh.n summary, adaptive appli
ations require one-sided, non-blo
king, and asyn
hronous datamovement primitives su
h as get/put, get op/put op and remote pro
edure 
alls. In addition,the laten
y of small size (half kilobyte) data movement primitives is very 
riti
al for theperforman
e of adaptive appli
ations. Figure 1(a) shows that the 
ommuni
ation traÆ
 due tosmall size messages for three-dimensional unstru
tured mesh generation is more than 90% ofthe overall 
ommuni
ation. Furthermore, Figure 1(b) indi
ates that the the total time spent inmessage passing is about 15% of the total exe
ution time; so optimizing this time is important.2.2. Multi-layer Runtime SystemModern runtime systems for parallel 
omputers provide another example of the need foreÆ
ient one-sided, non-blo
king, and asyn
hronous 
ommuni
ation. A major 
on
ern in thesesystems is that performan
e is be
oming bound by large-laten
y events su
h as disk reads and
ommuni
ation between pro
essors be
ause advan
es in network and disk te
hnology have notkept pa
e with advan
es in pro
essor performan
e. While advan
es in network te
hnology, su
has Myrinet [6℄ and Giganet [19℄ have dramati
ally improved the network bandwidth availableto the appli
ation, system software must still be able to e�e
tively mask the laten
y asso
iatedwith network 
ommuni
ation. As a result of the growing gap between the laten
y asso
iatedwith pro
essor-to-memory 
ommuni
ation and pro
essor-to-disk 
ommuni
ation, pro
essorsare wasting more and more 
y
les waiting for 
ommuni
ation and I/O. This problem is onlyexa
erbated by the types of appli
ations that typi
ally make use of parallel ar
hite
tures.In parti
ular, out-of-
ore appli
ations must manipulate mu
h more data than 
an �t inthe 
ombined memories of all of the pro
essors in the parallel system or 
luster. For theseappli
ations, masking the laten
y asso
iated with reads from disks is 
riti
al. To a

ommodatethese appli
ation types, we have developed the Multi-layer Runtime System(MRTS) on top ofDMCS.The MRTS divides the hardware into two (or more) layers, with the lower layer a
tingas a data server for the upper layer whi
h a
ts as a 
omputing engine. It is possible withsu
h an approa
h to reserve faster pro
essors for the upper layer, keeping slower pro
essorsor pro
essors with larger amounts of memory for the lower layer (su
h a 
on�guration mayarise naturally when organizations 
hoose to upgrade 
lusters or parallel ma
hines with newerhardware, but still wish to make use of the older ma
hines). The MRTS allows appli
ationsCopyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 7to 
reate per
olation obje
ts whi
h are nothing more than appli
ation-de�ned pie
es of datawith user-de�ned handlers. For example, a 3D mesh generator may de�ne tetrahedra or meshsubregions to be per
olation obje
ts whi
h have a user-de�ned handler for mesh re�nement. Aswork be
omes available for a per
olation obje
t (for example, from re�ning a mesh subregion),the per
olation obje
t migrates from the lower layer into the upper layer where the work isa
tually performed. On
e this work is 
ompleted, the per
olation obje
t will migrate ba
kinto the lower layers, and will possibly be retired to disk. In this way, running the appli
ationresults in a 
ontinuous migration of obje
ts from the lower layer to the upper layer and ba
kagain.Communi
ation substrates that rely on binary 
ommuni
ation semanti
s (su
h as MPI)are ill-suited for implementing su
h a system. Be
ause of the unstru
tured nature of theappli
ation, per
olation obje
ts have no way to know where the 
ommuni
ation is going totake pla
e. Re�nement in a parti
ular mesh subregion may trigger 
hanges in a neighboringsubregion at any time, as des
ribed in Se
tion 2.1. Building su
h an adaptive system on top ofa 
ommuni
ation substrate like MPI would pla
e mu
h of the 
ommuni
ation burden on theappli
ation programmer, and would greatly in
rease the 
omplexity of the 
ode.For these reasons, the MRTS makes use of the DMCS and the Mobile Obje
t Layer [15℄ whi
hprovide single-sided 
ommuni
ation in the 
ontext of data migration. Appli
ation-de�neddata, 
alled Mobile Obje
ts, migrate from pro
essor to pro
essor in the parallel system inany appli
ation-de�ned manner. The Mobile Obje
t Layer (MOL) makes use of a distributeddire
tory proto
ol in whi
h messages are sent to pro
essors where Mobile Obje
ts are believedto reside, and then forwarded if this lo
ation turns out to be in
orre
t [15℄. This dire
toryproto
ol is heavily dependent upon remote pro
edure invo
ation, or sending a message to aremote pro
essor whi
h spe
i�es a handler to be invoked upon message re
eipt. Typi
ally,these messages are very small (refer to Se
tion 5.2), and so low laten
y for small messages is
ru
ial. Additionally, the MOL must be able to manipulate remote memory with get/put orget-op/put-op semanti
s that DMCS supports.3. DMCS Appli
ation Program Interfa
e and Ar
hite
tureWe now present the DMCS API and ar
hite
ture whi
h was motivated by the 
onsiderationsdes
ribed in Se
tion 2. A 
omplete list of all fun
tions with brief des
ription 
an be found inTable 1. Details of these fun
tions 
an be found in the DMCS web page [18℄.3.1. DMCS APIThe fun
tionality provided by DMCS 
an be broken into three broad 
ategories.The �rst 
ategory is made up of Environment fun
tions, and these are used to initializeand shutdown DMCS in an orderly fashion, as well as to query the DMCS environment forinformation su
h as the number of pro
essors in the parallel ma
hine, and the rank of theCopyright 
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8 K. BARKER ET AL
alling pro
essory. Environment manipulation fun
tions like dm
s init() and dm
s shutdown()are responsible for the orderly startup and shutdown of the DMCS environment. Routines likedm
s num pro
s() and dm
s my pro
() are used to query the environment for parti
ularinformation su
h as the number of pro
esses and pro
ess rank in the parallel system.The handler registration fun
tion dm
s register handlers() also falls into the 
ategory ofenvironmental fun
tions.The se
ond 
ategory of fun
tions are Remote Memory Manipulation fun
tions. In
luded inthis group are dm
s mallo
() and dm
s free(), whi
h allow a pro
ess to allo
ate and laterfree memory on a remote node. Data movement fun
tions provide remote read and writeoperations on a parallel system. DMCS provides two basi
 fun
tion types: Get and Putfun
tions (dm
s get() and dm
s put()) whi
h 
orrespond to reads and writes, respe
tively.DMCS extends these basi
 fun
tion types with the 
on
ept of Get-and-op and Put-and-opfun
tions, dm
s get op() and dm
s put op(), whi
h allow users to spe
ify operations to takepla
e on the target nodes after a parti
ular read or write has 
ompleted. Furthermore, DMCSprovides both syn
hronous and asyn
hronous data movement fun
tions, the default beingasyn
hronous 
ommuni
ation. The syn
hronous alternatives use the same names with theaddition of syn
. For example, the default dm
s put op() fun
tion be
omes dm
s syn
 put op()in its syn
hronous form.The last 
ategory is 
on
erned with Remote Servi
e Requests. A Remote Servi
e Requestis similar to a remote pro
edure invo
ation, but with the added restri
tion that a RemoteServi
e Request 
annot return any value. There are several RSR 
alls, ea
h of whi
h takes adi�erent number of arguments. This allows DMCS to optimize the 
ommuni
ation, possiblyavoiding argument marshaling if the underlying 
ommuni
ation layer makes it possible to do so.For example, DMCS built on top of A
tive Messages 
an take advantage of A
tive Messagesfun
tionality and avoid argument marshaling for up to four ma
hine word size parameters.Removing unne
essary fun
tionality (su
h as argument marshaling) allows DMCS to providethe lowest laten
y 
ommuni
ation operations possible. As with remote memory manipulationfun
tions, RSR's 
ome in syn
hronous and asyn
hronous forms. The syn
hronous version willreturn only after the message has been re
eived at the target node, but possibly before the userhandler exe
utes on the target. The asyn
hronous operation will return immediately, possiblybefore the message has been sent. For optimization purposes we have implemented RSRs withbetween zero and four (dm
s rsr0() to dm
s rsr4()) arguments for the user-de�ned handler. Aversion for arbitrary size data, dm
s rsrN(), is available, but requires marshaling of the data(the arguments) into a 
ontiguous memory bu�er. Be
ause of this, there is a higher amountof laten
y asso
iated with this fun
tion.3.2. DMCS Ar
hite
tureIn this se
tion, we des
ribe the internal ar
hite
ture of DMCS, highlighting the features thatsimplify maintaining and porting DMCS to a wide variety of hardware and software platforms.yDMCS ranks start at 0 and 
ontinue with 
onse
utive integers up to the number of pro
esses in the parallelsystem minus one.Copyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 9Table I. A brief des
ription of the DMCS APIDMCS Environmental Fun
tionsdm
s init initialize DMCSdm
s shutdown shutdown DMCSdm
s my pro
 the relative pro
ess ID of the 
alling pro
essdm
s num pro
s the number of running pro
essesdm
s register rsrX handlers registers rsrX type handlers where X 2 f0; 1; 2; 3; 4; NgDMCS Remote Memory Manipulation Fun
tionsdm
s mallo
 allo
ate memory on a remote pro
essordm
s free frees memory on a remote pro
essordm
s asyn
 put 
opy a data bu�er to a remote pro
essordm
s asyn
 put op 
opy a data bu�er to a remote pro
essor;the remote pro
essor then returns with a dm
s asyn
 rsr1dm
s asyn
 get retrieve a data bu�er from a remote pro
essordm
s asyn
 get op requests a dm
s asyn
 put op be exe
uted on a remotepro
essorDMCS Remote Servi
e Request Fun
tionsdm
s asyn
 rsrX RSR with an X argument handler where X 2 f0; 1; 2; 3; 4gdm
s asyn
 rsrN RSR with a handler taking a variable size bu�er
3.2.1. Parallel Exe
ution ModelA key design de
ision we took was make the DMCS exe
ution model single-threaded.There are two primary reasons for this. First, adding threads to DMCS goes against thephilosophi
al grain of the software. DMCS is designed to provide an eÆ
ient 
ommuni
ationabstra
tion layer whi
h provides dynami
 and unstru
tured appli
ations with the single-sided
ommuni
ation operations that they most need. We do not believe that support for multiplethreads helps in a
hieving this goal. Furthermore, adding threads support to DMCS will mostlikely 
ause two unfavorable out
omes: in
reasing laten
y during message passing or for
ingappli
ations to 
onform to a more 
ompli
ated runtime model. For
ing DMCS to be thread-safe adds 
y
les to the 
riti
al path of message passing due to the fa
t that we must lo
kinternal data stru
tures and provide mutual ex
lusion.The se
ond reason we have ele
ted to provide only a single-threaded runtime model withDMCS is portability. There are two methods we 
ould use to provide threads support withDMCS; we 
ould either provide threads ourselves or we 
ould provide an API whi
h allows anythird party threads pa
kage (su
h as pthreads [25℄[28℄) to be used. Providing our own threadspa
kage severely hampers the portability of DMCS, due to the fa
t that the Operating SystemCopyright 
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10 K. BARKER ET ALand the pro
essor ar
hite
ture play a pivotal role in 
ontext swit
hing between threads z.Developing our own threads library would therefore 
ome into 
on
i
t with our stated goal ofdesigning DMCS in su
h a way that it 
an be ported to new platforms by non-experts. In asimilar way, simply providing an API that allows any third party threads pa
kage to be usedin 
onjun
tion with DMCS does not guarantee 
onsistent appli
ation behavior a
ross di�erentplatforms. It also for
es anyone attempting to port DMCS to a new platform to port alongtwo di�erent "axes", namely message passing and threads, whi
h only 
ompli
ates the portingpro
ess.In short, we have ele
ted to leave threads out of our DMCS design be
ause it does notaid in our goal of providing eÆ
ient single-sided 
ommuni
ation operations and be
ause itgreatly 
ompli
ates the task of porting DMCS. If, in the future, we determine that our targetappli
ations would bene�t from the availability of multiple threads, we 
an either add threadsupport to DMCS via a separate utility module or through an entirely separate library. Be
auseDMCS is single-threaded, all user-de�ned handlers must exe
ute in the main appli
ationthread. This thread exe
utes 
alls to dm
s poll() to poll for the arrival of messages. Pollingis desirable be
ause frequent 
ontext swit
hing from taking interrupts 
an have a detrimentalimpa
t on performan
e, and may also thrash memory, 
ausing an unne
essarily large numberof page faults. By allowing user handlers to exe
ute only when poll operations are exe
uted,we 
an avoid su
h behavior.In 
ontrast, the LAPI exe
ution model involves two threads: (i) a user appli
ation thread,and (ii) a LAPI 
ompletion handler thread or 
ompletion thread that 
onstantly polls thenetwork for in
oming messages and exe
utes any user-de�ned handlers referen
ed by thosemessages. By default, LAPI exe
utes in interrupt mode. This means that as messages arrive,the main appli
ation thread is interrupted so that in
oming messages may be handled.In 
ontrast to LAPI, the MPI exe
ution model is inherently single-threaded. In this sense, itis 
loser to the exe
ution model provided by DMCS. However, there are signi�
ant di�eren
esbetween the two. Most notably, MPI-1 provides only a binary 
ommuni
ation proto
ol, whi
hmeans that send operations originating at one node must be paired with expli
it re
eiveoperation on the target node. MPI does provide several variations on this basi
 exe
utionmodel, in
luding non-blo
king immediate send operations, and syn
hronous send operations,but these variations do not signi�
antly alter the basi
 
ommuni
ation model of MPI. For manytypes of appli
ations, parti
ularly those that involve bulk data transfers, this is an a

eptable
ommuni
ation model. For other appli
ation types, su
h as those that make use of dynami
runtime load balan
ing or unstru
tured 
ommuni
ation patterns, a binary 
ommuni
ationproto
ol is inappropriate. For these appli
ations, the single-sided 
ommuni
ation operationsprovided by DMCS are more eÆ
ient.zThe importan
e of the Operating System 
an be seen from the fa
t that threads designed for the samepro
essor often have di�erent 
ontext swit
hing semanti
s under various operating systems, su
h as Unix andWindows. Knowledge of the underlying pro
essor ar
hite
ture is ne
essary in order to save the registers andprogram state during a 
ontext swit
h.Copyright 
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Figure 2. A 
loser look at the LAPI and DMCS parallel exe
ution models4. DMCS ImplementationAs we will see in this se
tion, the 
hallenges in porting the DMCS 
ommuni
ation primitives toa low-level system like LAPI, whi
h supports the A
tive Messages 
ommuni
ation paradigm,are 
ompletely di�erent from the 
hallenges found in porting DMCS to MPI, whi
h implementsa binary 
ommuni
ation proto
ol. We a
hieve portability and maintainability by splittingDMCS into the Messaging Layer (the ML) and the Appli
ation Program Interfa
e (the API)layers. The API layer is invariant a
ross platforms and implementations. The ML 
ontainsall hardware or software 
ommuni
ation spe
i�
 
ode, and its purpose is to isolate 
ode thatneeds to be modi�ed for portability reasons.We will look at two implementations of DMCS, one built on top of LAPI for the IBMSP family of parallel ma
hines, and another built for 
lusters of workstations using MPI for
ommuni
ation. Be
ause both implementations must support the same API, several interesting
onstru
tion details needed to be resolved. In this se
tion, we will look at these and other issues.4.1. DMCS Implementation Using LAPIThe exe
ution model of DMCS di�ers signi�
antly from that of LAPI, so there are a number of
hallenges in implementing DMCS on top of this substrate. For example, the LAPI exe
utionmodel mandates that user-de�ned handlers exe
ute inside a LAPI 
ompletion handler thread,while DMCS handlers must exe
ute in the main appli
ation thread. In addition, LAPI exe
utesCopyright 
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12 K. BARKER ET AL/* ----------------------------------------------------------------------* Fun
tion: dml_rsrX_
omplhndlr()* Returns: void* Des
ription:* LAPI 
ompletion handler. Be
ause dm
s is single threaded, we* simply enqueue messages in a delay table so they 
an be dequeued* and handled during a poll() from the main thread.* ----------------------------------------------------------------------*/voiddml_rsrX_
omplhndlr(lapi_handle_t *pHndl, void *pParam){ dml_message_t *pMsg = (dml_message_t*)pParam;dml_delay_table_insert(pMsg->nSr
, pMsg->nSeq_num, (void*)pMsg);} Figure 3. DMCS RSR LAPI Completion Handlerin interrupt mode by default, meaning that user handlers exe
ute as soon as messages arriveat the target node (a LAPI thread exe
utes in the ba
kground, interrupting the appli
ationthread when a message arrives). On the other hand, DMCS handlers must only exe
ute whenthe appli
ation performs a polling operation.We deal with these issues as follows.Single-Threaded Exe
ution Model With LAPIWhen a Remote Servi
e Request message arrives at a node, a LAPI header handler and
ompletion handler exe
ute. The 
ompletion handler, running in the LAPI 
ompletion handlerthread, simply inserts a data stru
ture des
ribing the user handler and any parameters into adelay table, instead of 
alling the user handler dire
tly. This method has a 
ouple of advantages.First, this insertion operation is very qui
k, thus freeing the LAPI 
ompletion thread to servi
eother requests and preventing the network from ba
king up during times of peak traÆ
.Se
ond, it allows DMCS to provide the ne
essary single-threaded exe
ution model. The pollingoperation, whi
h exe
utes in the main thread, simply empties the delay table, exe
uting anyhandlers that may be pending. With this design, only the delay table itself needs to be threadsafe, and user appli
ations do not need to worry about thread safety issues su
h as lo
king
ommon data stru
tures.Figure 3 illustrates a 
ompletion handler for a Remote Servi
e Request. The 
ompletionhandler is passed a pointer to a message obje
t from the header handler. This message obje
tis inserted into the delay table using the sour
e node identi�er and the message sequen
enumber as a key. The delay table is a hash table in order to make lookups as speedy asCopyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 13/* * Constru
t a new message obje
t */ pMessage->nType = RSRX_TYPE;pMessage->nSr
 = dml_my_pro
(); pMessage->nTgt = tgt;pMessage->nSeq_num = dml_get_sequen
e_number(tgt);pMessage->nAsyn
_flag = DML_SYNC; pMessage->nRemote_handler_idx =dml_lookup_handler(handler); pMessage->pCompletion_handler =dml_rsrX_
omplhndlr; pMessage->nArgs[0℄ = nArg1;Figure 4. Constru
tion of a New Message Obje
tpossible. When the appli
ation exe
utes a poll operation, the delay table is 
ushed and anypending handlers are exe
uted in the order spe
i�ed by DMCS's message ordering strategy.The same solution is used to handle put-op and get-op messages.Message Ordering StrategyLAPI, like many other low-level messaging systems, does not guarantee message ordering bydefault. Unfortunately, message ordering is 
ru
ial for the 
orre
tness of many appli
ations,and therefore must be provided by DMCSx.Message ordering is provided via sequen
e numbers, whi
h are appended to a message attransmission time and then 
he
ked upon re
eipt. Ea
h pro
essor maintains a list of sequen
enumbers, one for ea
h other pro
essor in the system. When a message is sent, the 
urrentsequen
e number 
orresponding to the target pro
essor is in
luded in the message, and thatnumber is then in
remented. Figure 4 shows the 
onstru
tion of a message for a DMCS RemoteServi
e Request with a single argument, showing how sequen
e numbers are asso
iated withmessages.Maintaining message ordering upon arrival is handled by the delay table me
hanism. Asmessages arrive, they are inserted into the delay tables using their sour
e node and sequen
enumber as a key. The insertion algorithm is designed so that gaps will be left in the table ifmessages arrive out of order. In other words, if message n arrives before message n� 1, therewill be a gap left in the table where message n � 1 should reside. When a polling operationis exe
uted, the messages in the delay table are pro
essed, beginning with the message withthe next expe
ted sequen
e number for ea
h pro
essor in turn. Messages are pro
essed untila message with the next expe
ted sequen
e number is not present in the delay table. Thishappens when either all messages that have arrived have been pro
essed or when messagesxMessage ordering is an example of fun
tionality that is ne
essary, but is also platform spe
i�
. In other words,some low-level 
ommuni
ation software may provide message ordering, and in su
h 
ases it should not beprovided by DMCS. Su
h redundant fun
tionality only adds to the overhead in
urred by the runtime system.Therefore, message ordering fun
tionality belongs in the platform-spe
i�
 ML layer of DMCS.Copyright 
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14 K. BARKER ET ALarrive out of order; in either 
ase, pro
essing stops till the next message in logi
al sequen
e isre
eived.4.2. DMCS Implementation Using MPIMPI inherently provides a single-threaded exe
ution model and therefore maps well to thesingle-threaded model provided by DMCS. There is no need for the enqueueing of messagesto guarantee ordering and single-threaded exe
ution. The ordering of messages is left to theMPI layer of the system; with MPI, messages are guaranteed to be re
eived in the orderthat they are sent so long as 
ertain 
riteria are met. However, be
ause MPI implementsa binary 
ommuni
ation proto
ol, an expli
it re
eive must be posted to mat
h the sendrequest of a remote node. Be
ause of the binary nature of MPI, the re
eives must 
ontain
ertain information about the in
oming message in order for that message to be re
eived.This information in
ludes the sour
e of the message, the size of the message, and the MPItag asso
iated with the message. With DMCS, we do not know in advan
e the informationof messages that must be posted, making it diÆ
ult to re
eive messages in order of arrival.Fortunately, MPI o�ers two probing fun
tions (MPI Probe() and MPI Iprobe()) that 
he
kthe network for any in
oming messages ready to be re
eived by the polling node. If there aremultiple messages available, the probe will return the information of the message that arrivedearliest. DMCS is then able to re
eive that message and handle it appropriately.In a

ordan
e with the standards imposed on DMCS, the re
eption of messages takes pla
ein the dm
s poll() fun
tion 
all. The only ex
eption to this rule o

urs when endeavoring toavoid deadlo
k. EÆ
ient message re
eption is 
riti
al to maintaining high performan
e in theruntime system. For example, dynami
ally allo
ating memory to hold in
oming messages 
anlead to una

eptable performan
e and wasted memory resour
es. To make message re
eption aseÆ
ient as possible, DMCS makes use of a preallo
ated message pool. When a message arrives,a preallo
ated message obje
t will store its 
ontents, and will be used by DMCS to invoke theuser-spe
i�ed handler. This method requires all messages to be re
eived in the same way, andtherefore the en
oding and de
oding of messages must be very spe
i�
 to ensure messages arehandled in the proper manner. With the help of C ma
ros, the type of message is en
odedin the message. Upon re
eption of a message, this 
ag is extra
ted and examined in order todetermine whi
h DMCS level handler should be 
alled to properly exe
ute the message intent.This is the en
oding strategy employed by DMCS for all message types ex
ept for RemoteServi
e Requests. Sin
e MPI was 
reated to run on many systems, memory mapping a
rossdistributed memory ma
hines is not guaranteed. To exe
ute a user-level handler on a remotenode, that handler must be registered as a DMCS handler. This is des
ribed further inSe
tion 4.3.Be
ause DMCS o�ers syn
hronous versions of all of its operations, the possibility of deadlo
kneeded to be taken into a

ount during implementation. Sin
e DMCS is a single-threadedsystem, and the only time a DMCS message of any kind 
an be re
eived is during a dm
s poll(),deadlo
k may o

ur if two nodes invoke syn
hronous DMCS methods at the same time. In this
ase, ea
h node will be waiting for the signal that the message is re
eived on the remote node,but, unfortunately, if both sides are waiting, then neither side is able to send the signal. To avoidthis possibility of deadlo
k, a se
ond polling fun
tion (one that is invisible to the programmer)Copyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 15had to be 
reated. This polling fun
tion operates almost identi
ally to dm
s poll(), ex
eptthat it re
eives only a single message at a time instead of extra
ting all pending messages. Insyn
hronous operations, there is a loop that waits for noti�
ation that the sent message hasbeen re
eived on the remote node. If this loop exe
utes for a predetermined number of 
y
leswithout re
eiving this noti�
ation, the new polling fun
tion is 
alled to determine if a messageis on the network that may be 
ausing the deadlo
k. If there is su
h a message, it is re
eivedand handled in the intended manner. Control is then returned to the syn
hronous operationto determine if the deadlo
k has been eliminated. This pro
ess 
ontinues till the deadlo
k isresolved and exe
ution 
ontinues as normal.4.3. Handler RegistrationBe
ause DMCS is designed to run on a large variety of hardware and software platforms,it must make as few assumptions as possible about the underlying operating environment.On some parallel platforms, appli
ation and system programs reside at the same memoryaddresses on every pro
essor. In that 
ase, the sender of a message 
an simply use a fun
tionpointer to spe
ify whi
h handler should be invoked when that message is re
eived. However, onother platforms, handlers 
an reside at di�erent addresses on di�erent pro
essors. The obvioussolution to this problem is to use a level of indire
tion. User handlers must be registered atthe time of DMCS initialization. The 
olle
tive dm
s register handlers() operation 
reates aninternal handler table whi
h asso
iates user handlers with small integer indexes. In all DMCSoperations that spe
ify a user handler (su
h as a Remote Servi
e Request), a translation takespla
e before the message is a
tually sent. The fun
tion pointer spe
i�ed in the fun
tion 
allis 
onverted to the handler index, whi
h is then 
onverted ba
k to a fun
tion pointer on theremote node.4.4. Optimizing with Preallo
ated Message PoolsProviding low laten
y 
ommuni
ation operations and a suitably high level of performan
eoften means minimizing the amount of dynami
 memory allo
ation in the 
riti
al path ofsending a message. To redu
e the amount of dynami
 memory allo
ation, DMCS makes use ofpreallo
ated message pools to send and re
eive messages. These message pools are allo
atedat system startup time, and provide message bu�ers to pro
esses that wish to send or re
eivemessages.When a pro
ess wishes to send a message, it simply dequeues the head of the outgoingmessage pool. The outgoing message pool 
ontains unused message bu�ers, whi
h are
ontiguous regions of memory ready to be �lled in with valid outgoing message �eld values.On
e the message has been sent and the memory on the sending node is free to be modi�ed, themessage bu�er is returned to the outgoing message queue, ready to be used for a subsequentmessage.A similar strategy handles in
oming messages. When a message arrives from the network,a preallo
ated message bu�er is taken from an in
oming message pool to store the message.On
e the message is handled, the preallo
ated message bu�er is returned to the message pool,to be used again by some future message.Copyright 
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16 K. BARKER ET ALBe
ause the entries in the message pool are of a �xed size, they 
annot store variablesized data, su
h as the data for a Put operation or for an RSR operation with more thanfour arguments. Storage to store this data needs to be allo
ated during the runtime of theprogram, but the responsibility for allo
ating the memory falls on a di�erent party in ea
h
ase. For a Put operation, the responsibility for making sure there is storage available falls onthe appli
ation, while in the 
ase of the RSR message, it is the responsibility of the runtimesystem to allo
ate the memory. If, during the 
ourse of exe
ution, it 
an be determined that thedynami
 memory allo
ation required to handle the variable sized bu�er for the RSR messageis hampering performan
e, the appli
ation 
an repla
e dm
s rsrN() 
alls with dm
s put op()
alls. This will allow the appli
ation to preallo
ate storage for the Put operation, whi
h will
opy the arguments to a known lo
ation, and then run a handler.Another solution is for DMCS to provide preallo
ated message pools of user-spe
i�ed sizesto store the in
oming RSR argument bu�ers. This is optimization will be in
orporated intothe next version of the DMCS implementation.5. Performan
e AnalysisIn this se
tion, we measure the performan
e of DMCS operations, using mi
roben
hmarksand 
omplete adaptive appli
ations. We use mi
roben
hmarks to evaluate DMCS primitiveson two di�erent implementations: (i) DMCS implementation using LAPI, and (ii) DMCSimplementation using MPI. The evaluation of the three 
omplete adaptive appli
ations isperformed only on the MPI implementation be
ause we did not have a

ess to a large enoughSP ma
hine.The DMCS/LAPI performan
e �gures were 
olle
ted using an IBM SP parallel ma
hine withtwo 2-way 200 MHz PowerPC 604e pro
essors with 256 MBytes of memory per pro
essor.The DMCS/MPI performan
e �gures were 
olle
ted using two systems. The Linux numberswere 
olle
ted from a network running 1GHz Pentium III ma
hines with 128 megabytes and
onne
ted by 100 Mb/s fast-Ethernet. The Solaris numbers were 
olle
ted on a network of SunUltra 5 ma
hines with 333MHz pro
essors 
onne
ted by a 100 Mb/s fast-ethernet network andwith 256 megabytes of memory.5.1. Mi
roben
hmarksTo demonstrate how thin the DMCS layer is, we exe
uted two of the most frequently usedDMCS operations: remote servi
e request, and put op. It is apparent from Tables II and IIIthat DMCS su�ers very little overhead with respe
t to the total exe
ution time as well as theMPI overhead{. This 
an also be observed in the graphs of Figure 5.Note that the DMCS overhead time is 
ompletely independent of message size. The DMCSoverhead from Figure 5 are 
onsistently 1 mi
rose
ond, despite sending an 8K message. This{The \send time" measured in the experiments refers to the amount of time spent in a method invo
ationbefore 
ontrol is returned to the user-level program.Copyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 17Table II. Send times (in mi
rose
onds) for DMCS RSRs. These in
lude the DMCSoverhead, the MPI (LAM) overhead, and the total time to exe
ute the 
all. Tests were runon Intel PIII 1GHz ma
hines running Linux 
onne
ted by 100 Mb/s Fast Ethernet.DMCS Overhead MPI Overhead Total Timedm
s asyn
 rsr0 1.000 7.000 10.000dm
s asyn
 rsr1 1.000 10.000 13.000dm
s asyn
 rsr2 1.000 11.000 14.000dm
s asyn
 rsr3 1.000 9.000 12.000dm
s asyn
 rsr4 1.000 10.000 12.000Table III. Send times (in mi
rose
onds) for DMCS RSRs. These in
lude the DMCSoverhead, the MPI (LAM) overhead, and the total time to exe
ute the 
all. Tests were runon Sun Ultra 5 333Mhz ma
hines running Solaris 
onne
ted by 100 Mb/s Fast Ethernet.DMCS Overhead MPI Overhead Total Timedm
s asyn
 rsr0 2.0 67.0 73.0dm
s asyn
 rsr1 2.0 64.0 69.0dm
s asyn
 rsr2 2.0 70.0 75.0dm
s asyn
 rsr3 2.0 69.0 74.0dm
s asyn
 rsr4 2.0 63.0 68.0re
e
ts the fa
t that DMCS uses no unne
essary memory allo
ation, deallo
ation, or 
opying.Also note that DMCS is not 
harged with the time for data transfer whi
h allows the DMCSoverhead to be fairly 
onsistent no matter the amount of data being sent. Any dis
repan
ybetween numbers is simply network and pro
essor noise 
reated during the experiments.Numbers similar to those found on the Linux 
luster 
an be seen in the experiments runon Solaris.Both imply that as the message size in
reases, the per
entage of total exe
ution time spent inthe DMCS layer de
reases. For a one byte message on the Linux 
luster, the DMCS overhead fortotal exe
ution time is approximately 2%. Similarly, for an 8K message, the per
entage drops toapproximately 0.5% of the total exe
ution time. It is apparent from these tables and graphs,that DMCS su�ers little overhead while providing the power of a one-sided asyn
hronousparadigm.Table IV depi
ts the send times for DMCS RSR operations with a �xed number of ma
hine-word sized parameters and Put-op times for di�erent sized message payloads. The total timeis broken into several 
ategories: the DMCS overhead, whi
h 
ontains the time spent in DMCS
ode; the LAPI overhead, whi
h 
ontains the time spent exe
uting LAPI polls, handlers, andother operations; and the total time spent in the DMCS operation as per
eived by user 
ode.Copyright 
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18 K. BARKER ET AL
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Figure 5. A plot of the Put-Op times. The graph 
ontains plots of DMCS overhead, MPI/LAPIoverhead, and total exe
ution time. Tests were run on Sun Ultra 5 333Mhz ma
hines running Solaris
onne
ted by 100 Mb/s Fast Ethernet, Intel PIII 1Ghz ma
hines running Linux 
onne
ted by 100Mb/s Fast Ethernet, and an IBM SP parallel ma
hine with 200MHz RS/6000 pro
essors.However, there are several things that must be noted when examining these numbers. First isthe diÆ
ulty in measuring LAPI time. Spe
i�
ally, the time spent moving the user data fromthe Network Interfa
e (NIC) into the kernel, and �nally into user spa
e 
annot be measuredwithout a

ess to the LAPI implementation 
ode. Be
ause we do not have su
h a

ess, wemeasured LAPI 
alls by simply wrapping timers around them. While this serves as only anapproximation, it still allows us to view trends in the timings. Se
ondly, the DMCS overheadplus the LAPI overhead does not equal the total user time. This is due to several fa
torswhi
h we are not able to measure, in
luding thread 
ontext swit
h time, kernel-level pollingtime, and the time to run the LAPI dispat
her. Every LAPI 
all attempts to make progresson any pending messages by running the dispat
her fun
tion, either in the user's main threadon the LAPI 
ompletion handler thread. This fun
tion does not exe
ute instantaneously, andtherefore adds time to the per
eived user time.In Figure 5, we 
an see that the DMCS overhead time remains fairly 
onstant for ea
hoperation. This is due to the fa
t that no 
opies of parameters must be made. Also, we seethat the LAPI overhead and the total exe
ution time are 
onstant, due to the fa
t that ea
hoperation simply �lls in a system stru
ture, whi
h is the same size no matter the number ofparameters sent. Importantly, we 
an see that the DMCS overhead is in the range of 10% of theLAPI overhead we 
ould measure; using the total LAPI overhead, in
luding 
ontext swit
hingCopyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 19that takes pla
e in the LAPI layer, the a
tual DMCS should be substantially smaller, for ea
hoperation.Figure 5 depi
ts the performan
e of DMCS Put-op operations with message payloads ofvarious sizes. On
e again, the DMCS overhead remains fairly 
onstant as the message sizein
reases. This on
e again demonstrates the fa
t that there are no message 
opies withinDMCS, allowing it to propagate the performan
e of the underlying 
ommuni
ation substrateto the user. As the message size in
reases, we 
an see that the LAPI overhead grows along withthe total user-level time. As before, the DMCS overhead added to the LAPI overhead doesnot equal the total user-level time be
ause we 
ould not measure the time taken by internalLAPI operations a

urately. Overall, DMCS overhead adds between roughly 1% and 10% ofthe LAPI overhead we 
ould measure; this is obviously an even smaller per
entage of the totalLAPI overhead.Figure 6 depi
ts the performan
e of DMCS polling under LAPI and MPI. Part A providesthe LAPI times; these are the totals and the averages for 10000 messages sent. The total LAPItime is the time spent inside LAPI poll (even if no message was re
eived). A
tual LAPI timeis the time spent inside LAPI poll when there was a
tually a message there to re
eive. Whenmessages arrive at the target pro
essor during a LAPI Probe() operation, two handlers areexe
uted. The �rst is the header handler, and it is 
alled when the �rst pa
ket of a multi-pa
ket message arrives. It provides LAPI with the address of a bu�er to store the in
omingmessage. The 
ompletion handler is 
alled when all of the pa
kets have arrived, and it buildsa DML data stru
ture 
ontaining the new message. The 
ompletion handler then inserts thisdata stru
ture in the delayed table (whi
h is the delay table insert time).Figure 6(a) depi
ts the breakdown of a dm
s poll() in the LAPI implementation. Inside ofa dml poll(), we 
he
k to see if there is anything in the delayed table (this is the delayed table
he
k time). If there is, we get the �rst item. This is the delayed table removal time. From thedata stru
ture retrieved from the delayed table, we get the index of the handler. We use thisindex to look up the handler address in our handler table. This is the get handler index time.Then the user handler is immediately 
alled.Figure 6(b) depi
ts the breakdown of the dm
s poll() in the MPI implementation. It isimmediately apparent that the MPI version has a mu
h simpler version of the polling routine.Be
ause MPI guarantees message ordering if a few rules are followed, there is no need to 
reatedelayed queues in whi
h to put in
oming messages. The dm
s poll() therefore is implementedsimply by a MPI Probe() followed by an MPI Re
v() if there is message.5.2. Adaptive Appli
ationsIn this subse
tion, we evaluate the DMCS overhead in the 
ontext of two 
omplete appli
ationsand a netsort kernel. The �rst appli
ation is a 3-dimensional Parallel Guaranteed QualityDelaunay Triangulation [16℄ and the se
ond appli
ation is a Multi-layer Runtime System thatis intended to build parallel, out-of-
ore adaptive mesh generation 
odes. The third appli
ationis a netsort kernel whi
h 
onsist of two parallel network sort routines using two di�erents
enarios: stati
 netsort and mobile netsort where parts of the data to be sorted move aroundrandomly. Data might have to move in di�erent pro
essors to minimize load imbalan
e of thepro
essors.Copyright 
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20 K. BARKER ET ALTable IV. Send times (in mi
rose
onds) for DMCS RSRs. These in
lude the DMCSoverhead, the LAPI overhead, and the total time to exe
ute the 
all. Tests were runon an IBM SP parallel ma
hine with 200MHz RS/6000 pro
essors.DMCS Overhead LAPI Overhead Total Timedm
s asyn
 rsr0 2.103 34.024 67.963dm
s asyn
 rsr1 2.465 35.590 74.554dm
s asyn
 rsr2 4.126 38.565 60.837dm
s asyn
 rsr3 2.480 24.968 67.191dm
s asyn
 rsr4 2.483 22.706 70.022
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(a) LAPI Implementation (b) MPI ImplementationFigure 6. Breakdown of time spent in dm
s poll( ) in the (a) LAPI implementation and (b)MPI implementation. The bar-
harts (from left to right) depi
t the time spend for re
eivingdm
s asyn
 rsrX and dm
s asyn
 rsrN with X 2 f0; 1; 4g and N 2 f512; 2K; 8Kg bytes, respe
tively.Guaranteed Quality Delaunay Triangulation (GQDT): The algorithm for thisappli
ation was des
ribed in Se
tion 2.1. The performan
e of the 3-dimensional Parallel GQDTdepends heavily upon eÆ
ient 
ommuni
ation for the 
omputation of Delaunay 
avities whi
h
ontain tetrahedra owned by more than one pro
essor. Cavities are 
onstru
ted by a distributedbreadth-�rst sear
h algorithm over the mesh to lo
ate every tetrahedron whi
h 
ontains thenewly inserted point (say p) in its 
ir
umsphere and whi
h violates the Delaunay property.The 
ommuni
ation is one-to-many be
ause the pro
essor 
ontaining the newly inserted pointCopyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 21Table V. Per
ent of distributed 
avities and the average number of distributed 
avities,per pro
essor.Size Min. (%) Avg. (%) Max. (%) Avg. #0.5M Elements 12 19 26 17201M Elements 12 19 31 37052M Elements 15 18 22 7415Table VI. Performan
e data from parallel adaptive mesh generation on two to sixteenpro
essors, generating one to eight million tets. Total exe
ution time (in se
onds) with theDMCS and MPI overheads are shown. All tests run on Sun Ultra 5 296Mhz nodes runningSolaris 
onne
ted by 100 Mb/s Fast Ethernet.DMCS Overhead MPI OverheadP # Tets Time MIN AVE MAX MIN AVE MAX2 1M 162 .1023 .1028 .1034 20.53 20.63 20.734 1M 95 .0848 .0960 .1127 22.13 22.60 23.404 2M 185 .1428 .1542 .1769 37.45 38.50 40.188 1M 61 .6790 .0874 .1150 19.70 21.66 24.398 2M 111 .1024 .1351 .1850 32.00 35.82 40.908 4M 208 .1430 .2055 .2886 49.71 57.38 67.1616 1M 40 .3785 .6863 .8575 19.32 27.04 29.8916 2M 71 .0665 .1060 .1312 28.44 30.75 34.0216 4M 128 .0974 .1642 .2066 44.45 49.23 57.2316 8M 240 .1670 .2662 .3768 76.02 82.78 91.59p may send many messages to other pro
essors 
ontaining tetrahedra violating the Delaunay
ondition; it is unpredi
table be
ause it is not known a priory where these tetrahedra are.Table V shows the minimum, average, and maximum per
ent of distributed 
avities, over16 pro
essors for a half, one, and two million elements. The last 
olumn depi
ts the averagenumber of distributed 
avities per pro
essor. On average, ea
h distributed 
avity sends fourteenmessages. Therefore, the overhead introdu
ed by ineÆ
ient 
ommuni
ation is substantial.Table VI shows di�erent mesh runs for 2, 4, 8 and 16 nodes (Sun Ultra 5 296Mhz ma
hinesrunning Solaris) 
onne
ted by 100 Mb/s Fast Ethernet. The size of the meshes varies from onemillion tetrahedra to eight million tetrahedra. The total exe
ution time is measured in se
onds.The DMCS overhead as well as the MPI overhead are measured in se
onds and the minimum(MIN), average (AVE), and maximum (MAX) overhead per run are listed. The DMCS laten
yover the MPI overhead on average varies from 0.5% (one million elements generated in twonodes) to 2.5% (one million elements generated in 16 nodes). The maximum DMCS overheadCopyright 
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22 K. BARKER ET ALTable VII. Per
olation time and overhead for a single obje
t. Tests run on Sun Ultra 5333Mhz ma
hines running Solaris 
onne
ted by 100 Mb/s Fast Ethernet.Obje
t Size Total DMCS Overhead32 Bytes 0.6 3.1e-02512 Bytes 1.1 6.2e-028192 Bytes 1.3 7.2e-0232768 Bytes 1.8 8.9e-0265536 Bytes 2.0 9.6e-02over the total exe
ution time is between less than 0.1% and 1.7%. Also, it is apparent fromthese data that the 
ommuni
ation overhead is a 
lear sour
e of imbalan
e.Multi-Layer Runtime System: This runtime system was des
ribed in Se
tion 2.2. Weevaluate the impa
t of the DMCS overhead upon the MRTS. In this test, we migrate a singleobje
t (it 
an be a subregion or a blo
k of a large matrix) through the entire per
olation 
y
le,with the runtime system exe
uting on two pro
essors 
ontained within two di�erent ma
hines.The per
olation 
y
le begins with reading the data obje
t from disk, and inje
ting it intothe 
y
le. The Initiator Module writes a Mobile Obje
t (MO) into the lo
al data bu�er, andinserts a token referring to the MO into a parallel heap whi
h is used for s
heduling work atthe Computing Engine layer. Next, the Assembler Module, whi
h also exe
utes on the DataServer pro
essor, moves the data into the Computing Engine layer of the runtime system. Inthe third stage, the S
heduler, is responsible for exe
uting the 
omputation pending for theper
olating data. This is the only stage of the 
y
le whi
h exe
utes on the Computing Enginepro
essors. Finally, the Terminator is responsible for retiring the data whi
h has just �nishedper
olating and writing it ba
k to disk. This �nishes a single 
y
le through the MRTS system.We examine the time required to 
omplete the 
y
le for obje
ts of three di�erent sizes. Thehandlers exe
uted for ea
h data par
el does nothing, and therefore does not 
ontribute to theoverall runtime. Table VII shows that the DMCS overhead is about 0.2% of the total time ittakes to per
olate a single obje
t.Network Sort: We have implemented two versions of a parallel network sorting algorithm,one whi
h migrates obje
ts after ea
h stage of the sorting algorithm (mobile netsort) and onewhi
h does not (stati
 netsort). Both the stati
 and mobile netsort routines are 
ommuni
ationintensive kernels and are good tests of DMCS. The stati
 netsort implementation begins by
reating a number of integers that we wish to sort, and randomly assigning them to pro
essorsin the parallel system. We then move through a series of steps, where ea
h integer is 
omparedwith its "neighbor" and ex
hanged if ne
essary, moving the integers with lower values towardone end of the array and integers with higher values toward the other. The aspe
t that makesthis appli
ation parallel lies in the fa
t that the array exists a
ross all pro
essors, and anintegers neighbor may lie on another pro
essor. By the end of this pro
ess, the integersin the array are in sorted order. The se
ond implementation uses this same algorithm, butCopyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 23Table VIII. Stati
 netsort times in se
s for a Linux and Solaris 
luster of workstationsusing MPI (LAM). Tests run on Intel PIII 1Ghz ma
hines running Linux and Sun Ultra 5296 Mhz ma
hines running Solaris. Both 
luster use 100 Mb/s Fast Ethernet.Linux Cluster Solaris ClusterPro
essors Total MPI Time DMCS Overh. Total MPI Time DMCS Overh.2 Pro
s 4.010 3.225 0.141e-1 9.451 7.228 0.287e-14 Pro
s 5.716 3.312 0.191e-1 25.920 13.222 0.432e-18 Pro
s 65.756 41.744 0.384 62.871 43.717 0.411e-1Table IX. Mobile netsort times in se
s for a Linux and Solaris 
luster of workstationsusing MPI (LAM). Tests run on Intel PIII 1Ghz ma
hines running Linux and Sun Ultra 5296Mhz ma
hines running Solaris. Both 
lusters use 100 Mb/s Fast Ethernet.Linux Cluster Solaris ClusterPro
essors Total MPI Time DMCS Overh Total MPI Time DMCS Overh2 Pro
s 21.209 4.377 0.222e-1 176.405 23.167 0.592e-14 Pro
s 19.161 4.361 0.263e-1 160.671 20.302 0.459e-18 Pro
s 22.989 7.158 0.220e-1 159.220 24.562 0.549e-1migrates the integers to new, random pro
essors after ea
h 
omparison, thereby 
ontinuallyredistributing the array. Tables VIII and IX depi
t the MPI and DMCS overheads whi
h isvaries from 0.04% to 0.9%. The DMCS and MPI overheads are higher on the Solaris 
lusterbe
ause the nodes are mu
h slower.6. Lessons from DMCS implementationsThe DMCS API rea
hed its 
urrent form after being used and 
ritiqued for the past four years.It has also been in
uen
ed by the PORTS 
onsortium meetings in the mid 1990s, the Generi
A
tive Messages API [20℄, Tulip [3℄ and Nexus [21℄.DMCS originally provided an API based on the 
on
ept of the global pointer. A global pointerwas de�ned by a lo
al pointer and a DMCS 
ontext. The DMCS 
ontext was a unique integeridenti�er that was assigned at initialization time to ea
h DMCS pro
essor or 
ontext. Remotedata were then a

essed through a global pointer. This approa
h is elegant and familiar tothe appli
ation programmer, but has 
ertain disadvantages for adaptive appli
ations. The �rstdisadvantage is that the a

ess of remote data depended on the ability to determine unique
ontext numbers. In 
ases where dynami
 resour
e management is required, this approa
hneeded major revisions. The se
ond disadvantage is that for adaptive appli
ations, the globalCopyright 
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24 K. BARKER ET ALpointers need to be maintained by the appli
ation. This is due to data migration and dynami
load balan
ing. This left us with two 
hoi
es: either let the appli
ation maintain global pointers,whi
h would add 
omplexity to the appli
ation, or augment DMCS to maintain global pointers,whi
h would in
rease DMCS's 
omplexity and thus 
ompli
ate its maintenan
e. For this reason,we separated data movement and 
ontrol from global pointer fun
tionality and developed a newlayer on top of DMCS 
alled the Mobile Obje
t Layer (MOL) whi
h supports global pointersin the 
ontext of data migration [15℄. Appli
ation developers 
an 
hoose to use DMCS withouthaving to use the MOL.Asyn
hronous and non-blo
king message passing 
an be mu
h more eÆ
ient thansyn
hronous 
ommuni
ation. In earlier versions of DMCS, data movement routines like getand put were asyn
hronous and used a
knowledgement variables to determine the state ofdata transfers. For example, a get operation transferring data from a sour
e spe
i�ed by aglobal pointer to a destination spe
i�ed by a lo
al pointer would set an a
knowledgementvariable when that transfer operation was 
omplete. To use an a
knowledgement variable,the appli
ation had to �rst request one using the routine dm
s newa
k(), whi
h would returna new a
knowledgement variable. This 
ould then be used as a handle to perform variousoperations. For example, dm
s testa
k() 
he
ked if the a
knowledgement variable had beenset, and returned immediately.Although the use of a
knowledgement variables provided a very 
exible method for signalingthe 
ompletion of data transfer operations, it ultimately proved to be somewhat 
onfusing toappli
ation developers. The lessons we learned from this implementation of DMCS allowedus to develop the 
urrent API, whi
h de�nes simple and 
lear semanti
s. Currently, insteadof requiring the user to request and test a
knowledgement variables, we expli
itly providesyn
hronous and asyn
hronous versions of the API fun
tions. Su
h a method has proven tobe easier to understand and use 
orre
tly by appli
ation developers, while not redu
ing thefun
tionality provided by DMCS. Also, with the addition of Put-and-op and Get-and-op, thesemanti
s of the earlier versions 
an be retained, but in a mu
h more 
on
ise and easilyunderstood manner.7. Con
lusions and Future WorkWe have des
ribed the design and implementation of a Data Movement and Control Substratefor network-based, homogeneous 
ommuni
ation within a single multipro
essor or tightly
ouple workstations and PCs. DMCS implements a one-sided 
ommuni
ation API for messagepassing. The DMCS system serves three obje
tives: (i) it isolates large-s
ale and expensiveparallel appli
ations from vendor-spe
i�
 
ommuni
ation subsystems at the 
ost of smalloverhead, less than 3% when MPI is used as an underline 
ommuni
ation layer and less than10% when LAPI is used, (ii) it is 
exible for adaptive appli
ations that require many low-laten
y small messages, and (iii) �nally, DMCS is easy to understand and port by non-experts.We believe that DMCS 
an be integrated in large-s
ale environments and be part of 
odes thatexpe
ted to have along life-time.Our re
ent experien
e from porting a parallel mesh generator that was developed on aUnix 
luster to a Windows 2000 
luster suggests that even if MPI is used as an underlineCopyright 
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DATA MOVEMENT AND CONTROL SUBSTRATE 25
ommuni
ation layer, portability is not automati
. Di�erent MPI implementations in
orporatedi�erent optimizations that impa
t the 
orre
tness and performan
e of the appli
ationssubstantially. We have found that some MPI implementations make assumptions that improveMPI performan
e but might lead to programming that in
reases appli
ation 
omplexity. Ourexperien
e suggests that DMCS is the best layer to absorb all 
omplexity that relates tothe implementation of 
ommuni
ation and exe
ution model. In this 
ase DMCS is used asa \bu�er" to these subtle di�eren
es in various MPI implementations and it guarantees
orre
tness and portability of large parallel 
odes.The 
urrent DMCS version is not fault-tolerant and it does not allow dynami
 resour
eallo
ation. The next version will support a multi-threaded 
ommuni
ation model to allowintegration of adaptive simulations with visualization and other I/O devi
es. It will be portedon top of VIA for PCs and Windows 2000, and it will permit dynami
 pro
essor allo
ation; itwill also use a fault-tolerant 
ommuni
ation system.A
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